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ABSTRACT

The Levenberg-Marquardt (LM) minimization
algorithm commonly employed in MOSFET model
parameter extraction has several known deficiencies, such
as poor convergence characteristics without a good initial
guess, low likelihood of convergence to the globally
optimal solution, and difficulty with simultaneous
multiobjective optimizations.  Furthermore, conventional
tools require an expert user with a detailed understanding of
the MOSFET model and optimization methods to guide the
parameter extraction process.  In order to overcome these
difficulties, an improved genetic algorithm (GA) based
minimization technique has been developed.

The GA was tested on measured data obtained from
nmos devices of five different gate lengths, fabricated using
a recent Motorola BiCMOS technology.  An advanced
surface potential based MOSFET model (SSIM) was used
to fit to the data.

Keywords: Genetic Algorithm, Parameter Extraction,
MOSFET Simulation.

1 INTRODUCTION

One key element required during the design phase of an
integrated circuit is the library file for simulation and tuning
of the circuitÕs electrical behavior.  Development of these
library files begins with a detailed measurement of the
electrical characteristics of both passive and active devices.
Typically, for MOSFETs the measured data is comprised of
a series of IdVg (Drain Current vs. Gate Voltage) and IdVd
(Drain Current vs. Drain Voltage) characteristics.  Next,
appropriate values for the parameters of the corresponding
models are found by fitting the measured data as closely as
possible to simulated data.  This process, known as
parameter extraction, is not only laborious and time
consuming, but also requires extensive engineering
expertise to arrive at meaningful parameter sets.  It has long
been recognized that if an automated parameter extraction
methodology could be established, tremendous savings in
time and engineering resources could be achieved.

Several parameter extraction methodologies are
currently employed, each for a specific device model (e.g.
SSIM or BSIM for mosfets, Gummel-Poon for BJTs, etc.).
They are performed as a succession of local optimizations,
each of which requires a very specific set of data to be
available.  Each optimization returns values for a particular

subset of the model parameters.  The progress of the
individual steps must be carefully monitored, with
corrective action taken when necessary, based on
engineering judgement.  Because these methods are model
specific, and because they require experienced user
guidance to succeed, it is very difficult to port them with
confidence from one silicon technology to another.

In this paper we present a new parameter extraction
methodology that is potentially general enough to be
applicable to all classes of models and devices.  The
method employs a genetic algorithm (GA) to perform a
global fit of simulated data to the available measured data.
Using a GA in this manner eliminates the uncertainty
arising at the end of each local optimization step, and the
associated need to manually monitor and correct the
process as it proceeds.  Genetic algorithms have seen
extensive use in recent years, and have been successfully
applied to a variety of very difficult minimizations, where
more traditional optimization methods have proved
inadequate [1].  In problems where gradient-based
minimization routines have great difficulty escaping local
minima, GAs can often find the globally optimal solution.
In the cases when a GA cannot locate the globally optimal
solution, it usually can provide one or several nearly
optimal solutions to the problem

Recently, the application of a general-purpose genetic
algorithm to parameter extraction was reported [2].  One
drawback to the use of a conventional GA for parameter
extraction arises because there is typically a large number
of separate measurements to which the model is being fit.
To extract model parameters, an experienced user will
ensure a very close match to certain subsets of the
measured data, while allowing a poorer fit to less important
portions of the data.  However, a standard GA requires the
construction of a fitness function that represents the
measure of quality of an individual solution as a single
number.  The details of the particular method of fitness
function construction (e.g. a weighted sum of errors) can
have undesirable effects on how the GA converges to a
solution.  Though an elaborate fitness function could be
constructed on a case by case basis by an experienced
individual, general applicability and ease of use are
sacrificed.

In this work, a standard GA was enhanced by adding
nondominated sorting and niching operators, allowing
multiple objectives to be simultaneously pursued [3].
Rather than the fitness being represented by a single
number, calculated based on several metrics, it is instead a
vector of those metrics.  The most significant advantage of



these changes is the ability of the enhanced GA to arrive at
several sets of optimized parameters in a single run.  One
set will represent the best overall fit, but also provided will
be the best fit to each of the individually defined measures
of fitness.  It is also possible to extract the best fit to any
combination of the fitness metrics from the final GA
solution.  Given that none of the existing compact
MOSFET models can adequately represent all possible
regions of device operation, certain trade-offs are necessary
in determining the best parameter set, depending on the
conditions under which the device is expected to operate.
The availability of multiple parameter sets, each "tuned" to
a certain pre-defined operating region, would offer
unprecedented flexibility in making these trade-offs.

2 PARAMETER EXTRACTION

The simulations presented in this work were performed
using the SSIM model, an advanced surface potential-based
MOSFET model [4].  In order to fit a set of simulated
curves to measured data, a large set of model parameters
must be adjusted to appropriate values.  Typically, one
begins this process by setting each parameter to either a
default value or a Òbest guessÓ of its appropriate value.  The
difficulty of the subsequent parameter extraction, as well as
the quality of the solution found, depend heavily on the
quality of these initial parameter settings.  Once initial
parameter values are specified, a series of optimizations is
typically performed.  Each successive optimization attempts
to improve the quality of fit to some subset of the measured
data by adjusting a subset of the model parameters.  A good
set of initial guesses, combined with a carefully and
insightfully chosen sequence of optimizations can provide a
set of parameters that fit the measured data as well as the
model is able to.  Unfortunately, this requires a very
experienced individual to guide a lengthy, tedious  process.

The Levenberg-Marquardt minimization algorithm can
be very effective in parameter extraction, and is commonly
employed [5].  The method is effective if the number of
parameters to be adjusted is kept relatively small and a
good initial guess for each parameter is available.
However, as the number of parameters being optimized is
increased, or the quality of initial guesses is decreased, the
method will either fail to converge to a meaningful solution
or be trapped in whatever local minimum is nearest the
given starting guesses.

In contrast to most of the commonly used optimization
methods, genetic algorithms can optimize many parameters
at once, are not bound by a starting guess, and furthermore,
they can be constructed so as to simultaneously optimize
multiple objective functions.  The genetic algorithm we
have designed for parameter extraction is presented in the
following sections.

3 THE GENETIC ALGORITHM

3.1 The Basic Genetic Algorithm

A genetic algorithm is an evolutionary search by
population.  Given a large collection of potential solutions
to the problem posed and a means of evaluating how well
each solution solves the problem, genetic operators are
applied to create an entirely new generation of solutions.
The GA is judged successful by the degree to which the
members of each successive new population outperform
those of the previous populations.

In our GA, solutions are represented as binary strings.
A mapping is defined so that each of the n model
parameters can be represented by a binary string of
arbitrary length L.  To the genetic algorithm, a particular
parameter set is therefore represented by a binary string of
length nL.  To enable the mapping, an allowable range is
defined for each parameter, given as (Pmin, Pmax).  Since a
binary string of length L can have values that range from 0
to 2L-1, the value represented by each of the n L-bit
substrings is:

I / (2L-1) * (Pmax-Pmin) + Pmin                                              (1)

where I is the integer value of the binary string.  An
evaluation routine was created which decodes each
population member into an independent set of parameter
values and uses these parameter values to perform a
MOSFET device simulation.  The evaluation routine then
calculates the misfit between the measured data and the
results of the simulation and assigns a fitness to the binary
string based on this misfit.  This evaluation routine is used
by the GA every generation to assign a fitness to every
member of the population, thereby ranking the population
members by their ability to fit the measured data.

The GA creates a new population of solutions from an
existing, ranked population as follows.  First, members of
the population are selected as parents based on their fitness.
In our GA we employ Òroulette-wheelÓ or Òfitness-
proportionalÓ selection, in which a memberÕs chance of
being selected as a parent is directly proportional to its
fitness.  A member ten times more fit than the average
population member should be chosen, on average, ten times
as a parent during the selection process.  The net effect of
the selection operator is that the best members in the
population are used to create new solutions, while the worst
members are discarded.

Once enough parent strings to generate an entire new
population are selected, they are paired off and the
crossover operator is applied.  The crossover operator is
sent two binary strings and generates two new binary
strings by swapping randomly chosen segments of bits
between the two parent strings.  The process is inspired by
genetic recombination observed in nature.  In its simplest
form, single point crossover, the two parent strings are cut



at a random location along their length. The cut-off tail of
each parent string is then connected to the head of the other
parent, generating two new strings, of the same length as
the original parent strings.  Crossover allows the GA to
create child strings that are different that their parents, but
still contain the same genetic information.  To paraphrase
basic GA  theory, the information needed to create the
globally optimal solution to the problem is probably
contained in the starting population.  The task of the GA is
to assemble the proper bits from disparate parent strings
into a single string.

After a new population of strings is created by
crossover, the mutation operator is applied.  Each bit in the
population is given a very small probability of being flipped
from 1 to 0 or vice versa.  Mutation allows for the
introduction of new information into the population, as well
as adding noise to the reproductive process.  This noise
allows the GA to continue to explore a diverse set of
solutions, even as it begins to converge.  The mutation rate
is a variable GA parameter.  If it is set to 0, no mutation
will occur, while if it is set too high, the resulting noise will
cause the GA to cease functioning altogether.

Once created, the new population is sent to the
evaluation routine where each member is decoded into
parameter values, a simulation is run using those
parameters, and the population member is assigned a
fitness.  Once evaluation is complete, the population is
ready for another iteration of the GA.  The GA can monitor
the best-of-generation fitness as the run proceeds, and stop
once a certain quality of fit has been reached, or once
successive generations show no progress toward better
solutions.

Both crossover and mutation will have created new
parameter sets, some will be highly fit and some will be
very unfit.  Selection is the GAÕs filter: it determines which
solutions are to become parents, and which solutions are
discarded.  As generation after generation of solutions are
created, the selection operator should cause the overall
fitness of the population to improve.  Eventually, with a
simple GA, the population will evolve to the point where all
population members are virtually identical. At this point,
mutation will still slowly generate new solutions but the
GA has essentially converged, since crossover can no
longer generate novel solutions.

This basic GA was used as a starting point, to which
several modifications were made in order for the method to
be more effective for the specific problem of parameter
extraction.

3.2 The Enhanced GA

Two operators were added to the GA in order to address
the specific needs of parameter extraction.  The first was a
niching operator, which allows the GA to maintain a
collection of solutions rather than converging to a single
one.  The second was a nondominated sorting procedure,

which enables the GA to simultaneously optimize several
objective functions in a single run.

In order to keep the population from converging to a
single solution, a niching operator was implemented.
Before a fitness is assigned to a population member, the
number of similar members in the population is counted.
Strings are considered as being in the same niche if they
differ by less than N bits, where N is called the niche size.
A stringÕs fitness is reduced by a factor dependent on the
number of other strings currently in its niche.  The
population of a niched GA can thus evolve into a collection
of good solutions to the objective, rather than the one
solution that most optimizers will yield.   The niching
operator was required in order for the multiobjective
modification discussed below to be effective.

Like LM, the simple GA optimizes a single objective
function, which in this case is a weighted sum of the
numerical misfits between a large set of measured and
simulated curves.  The following modification was made to
the fitness assignment routine to allow the GA the ability to
optimize any number of objective functions simultaneously.
Whereas the fitness evaluation routine of the simple GA
returned a weighted sum of the individual curve misfits, the
enhanced version returns a list containing the numerical
misfit for each of the objective functions.  Each member of
the population in the enhanced version therefore has many
fitness values assigned to it, rather than a single one.

The evaluated population is sorted into nondominated
fronts as follows.  A nondominated individual is one for
which there is no other member in the population that better
meets all of the objective criteria.  The set of all
nondominated individuals in the population is called the
first nondominated front.  To define the second front, the
first front is temporarily removed from the population and
all nondominated individuals are identified.  The front
assignment process continues until all population members
are assigned to a front.

Once the population is sorted into fronts, all members of
the first front are assigned an equal fitness and the niching
operator is applied.  The result is all members of the first
front are considered equal by the selection operator, unless
there are similar members in the front.  Any similar
members will have their fitness lowered in proportion to
how many members they are similar to.

The fitness of the least fit member of the first front after
niching is reduced slightly and assigned as the fitness to all
members of the next front, to which the niching operator is
then applied. This process is repeated until all members of
all fronts have been assigned a fitness.

The enhanced GA will evolve to contain a population
which contains members that are optimal for any given
objective or combination of objectives.  This allows the
user of the GA to pick solutions from the final population
based on how they satisfy any of individual objectives, or
any combination of these objectives, or the best overall
solution.  In contrast, the simple GA and most commonly
used optimizers return only a single solution.



4 GA PARAMETER EXTRACTION

Measured data was obtained from nmos devices of five
different gate lengths, fabricated using a recent Motorola
BiCMOS technology.  The data was taken at 27°C on an
HP4142 parametric analyzer, driven by ICCAP [6].

Manually fitting the model parameters to these
measured curves required considerable time and effort, but
resulted in a fairly good agreement between measured and
modeled data.  The sets of measured data were next used
for a GA parameter extraction in order to compare the
quality solutions the GA was able to find to the manually fit
solution.  A population of 750 random binary strings was
used as the starting generation and the GA was run for 30
generations.  This resulted in 22,500 parameter set
evaluations, and took about 18 hours to complete.

The three curves below demonstrate the best overall fit
the GA was able to achieve to one of these datasets.  The fit
to the other four devices is similar, but omitted for brevity.
Typical normalized RMS errors of fit ranged from 0.01 to
0.08.

Figure 1: Measured (markers) and Simulated (lines) Drain
Current vs. Gate Voltage characteristics with Vd=0.1 and
Vb ranging from 0 to -1V for a 21µm by 0.49 µm device.
The normalized RMS error is 0.028. Source-drain diode
leakage was not modeled.

Figure 2: Measured (markers) and Simulated (lines) Drain
Current vs. Drain Voltage characteristics with Vb=0 and Vg

ranging from 0.5 to 3.3V for a 21mm by 0.49 mm device.
The normalized RMS error is 0.0538

Figure 3: Measured (markers) and Simulated (lines) Drain
Current vs. Drain Voltage characteristics with Vb=0 and Vg
ranging from 0.1 to 0.8V for a 21mm by 0.49 mm device.
The normalized RMS error is 0.0368

5 CONCLUSIONS

The quality of fit found by the GA is comparable to that
obtainable by a well-trained user applying a tedious series
of manual adjustments and LM optimizations to a good
initial guess at a parameter set.  More importantly, the
parameter extraction was completed in a relatively short
time, with no need for user intervention during the search.

While GAs are very good at global search, their results
can often be improved upon by applying a local optimizer
(such as LM) to their final or even intermediate results.  We
are currently exploring this option.

6 ACKNOWLEDGEMENTS

We wish to thank Walter Parmon for providing us the
manually extracted parameter set and the measured data
used to benchmark our GA.

REFERENCES

[1] Goldberg, D. E., ÒGenetic Algorithms in Search,
Optimization, and Machine Learning,Ó Addison-Wesley,
Reading, MA (1989)

[2] Watts, J., Bittner, C., Heaberlin, D., Hoffmann, J.,
ÒExtraction of Compact Model Parameters for ULI
MOSFETs Using a Genetic Algorithm,Ó Proceedings of the
Second International Conference on Modeling and
Simulation of Microsystems, Computational Publications,
Cambridge, MA, 176-179 (1999)

[3] Srinivas, N., Deb, K., ÒMultiobjective Optimization
Using Nondominated Sorting in Genetic Algorithms,Ò
Evolutionary Computation, 2(3), 221-248 (1995)

[4] Veeraraghavan, S., ÒSSIM: A New Charge Based
MOSFET Model,Ó presented at the MCNC Cricuit
Simulation Workshop, (1990)

[5] Press, W. H. et al, ÒNumerical Recipes in C,Ó
Cambridge University Press, Cambridge, 1988, p. 542

1.00E-14

1.00E-13

1.00E-12

1.00E-11

1.00E-10

1.00E-09

1.00E-08

1.00E-07

1.00E-06

1.00E-05

1.00E-04

1.00E-03

1.00E-02

-0.5 0 0.5 1 1.5 2 2.5 3 3.5

Vg (V)

Id
 (

A
)

0.00E+00

2.00E-03

4.00E-03

6.00E-03

8.00E-03

1.00E-02

1.20E-02

1.40E-02

0 0.5 1 1.5 2 2.5 3 3.5

Vd (V)

Id
 (

A
)

0.00E+00

5.00E-05

1.00E-04

1.50E-04

2.00E-04

2.50E-04

3.00E-04

3.50E-04

4.00E-04

0 0.5 1 1.5 2 2.5 3 3.5

Vd (V)

Id
 (

A
)



[6] IC-CAP v5.20, Hewlett-Packard Company, Palo
Alto CA


